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Safe Harbor Statement

This presentation contains “forward-looking statements” within the meaning of Section 27A of the Securities Act of 
1933, as amended, and Section 21E of the Securities Exchange Act of 1934, as amended. Such forward-looking 
statements are subject to a number of risks, uncertainties, assumptions and other factors that could cause actual 
results and the timing of certain events to differ materially from future results expressed or implied by the 
forward-looking statements. Factors that could cause or contribute to such differences include, but are not limited 
to, those identified our filings with the Securities and Exchange Commission. You should not rely upon 
forward-looking statements as predictions of future events. Furthermore, such forward-looking statements speak 
only as of the date of this presentation.

In particular, the development, release, and timing of any features or functionality described for MongoDB products 
remains at MongoDB’s sole discretion. This information is merely intended to outline our general product direction 
and it should not be relied on in making a purchasing decision nor is this a commitment, promise or legal obligation 
to deliver any material, code, or functionality. Except as required by law, we undertake no obligation to update any 
forward-looking statements to reflect events or circumstances after the date of such statements.



Try it out!

tinyurl.com/5cn9wpj2

All code and scripts

https://tinyurl.com/5cn9wpj2


Doc-Level Concurrency
Retryable Writes
Changestreams
Sharded Secondary reads
RAFT / Fast Failover
$lookup
Ops Manager
Query Advisor
Charts
Compression
≤50 replicas
Aggregation ++
Encrypted and In-Memory storage 
engines
BI Connector ++
Auto Storage Scaling
Compass
Charts
Views Graph Processing Zones 
++Aggregation ++ Auto-balancing 
++ Linearizable Reads Decimal 
Intra-cluster Compression Log 
Redaction Spark Connector ++ BI 
Connector ++

WiredTiger (Acquisition + 
Integration)

Pre-2018

MongoDB Atlas ACID 
(Transactions) Time Series

2018

Replica set transactions

Atlas global clusters

40% Faster Shard Migrations
Atlas HIPAA
Atlas LDAP
Atlas Audit
Atlas Enc. Storage Engine
Atlas Backup Snapshots
Type Conversions
Snapshot Reads
Non-Blocking Sec. Reads
SHA-2 & TLS 1.1+
Compass Agg Pipeline Builder
Compass Export to Code
Free Monitoring Cloud Service
Ops Manager K8s Beta

4.0

2019

Distributed Transactions
Client-Side Field Level Encryption 
Materialized Views
Wildcard Indexes
Global PIT Reads
Large Transactions
Mutable Shard Key Values
Atlas Data Lake (Beta)
Atlas Auto Scaling (Beta)
Atlas Search (Beta)
Multi-CAs 
Expressive Updates
Apache Kafka Connector
MongoDB Charts GA
Retryable Reads & Writes
New Index Builds
10x Faster stepDown
Storage Node Watchdog
Zstandard Compression

4.2

2020

Union
Custom Agg Expressions
Refinable Shard Keys
Compound Hashed Shard Keys
Mirrored Reads
Hedged Reads
Resumable Initial Sync
Time-Based Oplog Retention
Simultaneous Indexing
Hidden Indexes
Streaming Replication
Global Read/Write Concerns
Rust & Swift Drivers GA
TLS 1.3 & Faster Client Auth 
OCSP Stapling
Kerberos Utility
Atlas Online Archive
Auto-Scaling
Schema Recommendations
AWS IAM Auth & Atlas x509
Federated Queries
Multi-cloud clusters 

4.4
Time Series collections
Clustered indexes
Window functions
Live resharding
Client-Side FLE KMIP & cloud KMS
Atlas Serverless (preview)
Atlas Search fast facets, function 
scores, synonyms
Long running snapshot reads
Sharded $lookup & $graphlookup
Majority write concern default
4x faster initial sync
Schema validation diagnostics
New MongoDB Shell GA
Resumable index builds
Rewritten Swift driver
Rewritten C# LINQ provider and 
.NET Analyzer
PyMongoArrow API
New accumulator operators
Charts on Data Lake
x509 certificate rotation
Auditing ++
Atlas K8S controller
Ops Manager migration wizard

2021-2022

5.x

The evolution of MongoDB

Inter-Cloud

2022-2023

6.x
Queryable encryption (preview)
Atlas Serverless GA
Cluster-to-cluster sync
Independent analytic nodes scaling
Flexible sync GA 
Asymmetric sync preview
Kotlin and Flutter SDKs for Realm
$lookup perf improvements 
Atlas CLI GA 
Atlas Data API GA 
Secondary index on measurements 
for time series
Time series read perf +
Atlas Data Lake with fully managed 
storage
Atlas Data Federation 
Atlas Charts dashboard embedding
Atlas SQL interface 
Encrypted audit log
Change streams improvements
Relational Migrator (preview)

Relational 
Migrator

Vector Search (Preview)
Queryable Encryption GA
Stream Processing (Preview)
Relational Migrator GA
Compound Wildcard Index
Improved Query Execution
Approximate percentiles
Time series performance and 
scalability updates
Shard key analysis
updateOne w/out shard key
Shard chunk auto-merger
AWS, Azure, GCP ID 
management
Make X.509 Parameters 
configurable for Intra-node 
Auth and Client-to-node Auth
OpenSSL 3.0 support in Server
C2C sync updates
Live Migration supports 6.0+ 
migrations
PyMongo support

2023-2024

7.x

Atlas Search Vector Search

Rapid Releases Stream 
Processing

Queryable 
Encryption

Distributed 
Transactions

Vector Search GA
Exact Nearest Neighbor VS
AI Frameworks support
Stream Processing GA
VPC Peering and Private Link for 
Stream Processing
QE on range queries
Multi-region search nodes
SQL-to-Query API in Relational 
Migrator
Natural Language mode in Atlas 
Charts
Faster, improved Auto-scaling
Block processing for time series
Better data compression for 
time-series collections
Persistent Query settings
Query shape blocking
Improved memory management
Parallel scaling by node type
10X faster data rebalancing 
across shards
EKO support for sharded clusters
Resource policies
OCSF standard audit logs
ISO 9001, TISAX, HDS , and 
TX-RAMP Certifications
CY25 Q3: Search on Community 
(Public Preview)
CY25 Q3: New QE query types: 
prefix, suffix and substrings 
(Public Preview)

2024-2025

8.x



8.0

Latest Innovations in MongoDB

Persistent Query Settings

Time Series Block Processing

Queryable Encryption with Range 
Query

Server Side Timeout

Query Insights

Embedded Config Server

Performance Improvements

… and more



What s̓ new in MongoDB 8.2

Hybrid Search Search/Vector Search 
on Community

Prefix, Suffix, Substring 
Support with QE



5 year long term 
support for major 

version release 

What s̓ new in MongoDB 8.2

8.2 available on Atlas  
Enterprise & Community 

Customers



8.0

Latest Innovations in MongoDB

Persistent Query Settings

Time Series Block Processing

Queryable Encryption with Range 
Query

Server Side Timeout

Query Insights

Embedded Config Server

Performance Improvements

… and more

8.2

Hybrid Search

Search & Vector Search on 
Community

QE substring, prefix, suffix 
enhancement

Long term support for major 
release to 5 year 

8.2 available on Atlas, Enterprise 
and Community

Latest Innovations in 
MongoDB



Smart Home App Overview
● Ingest sensor data from various devices

○ HVAC
○ EV-Charger
○ Lighting
○ Washer
○ Fridge

● Understand energy consumption pattern
● Goal

○ Use less electricity
○ Lower carbon footprint

SMART HOME

Get Started



Smart Home App Requirements

Ingest data from all 
sensors

Ingest Sensor Data
View electricity usage 
over the last 3 days

View Sensor Data
I want others to be able 
to use this too

Support Multiple Users



{
  "user_id": 123,
  "name": "Nishith Atreya",
  "email": "nishith@smartapp.com",
  "location": {
   …
  },
  "global_region": "North America",
  "birthday": "1999-02-28",
  "devices": [
    …
  ]
}

User Data



{
  "user_id": 123,
  "name": "Nishith Atreya",
  "email": "nishith@smartapp.com",
  "location": {
   …
  },
  "global_region": "North America",
  "birthday": "1999-02-28",
  "devices": [
    …
  ]
}

User Data

{
  "timestamp": {
    "$date": "2025-04-05T00:03:00.000Z"
  },
  "deviceId": "HEAT001",
  "pressure": 1016.7,
   …,
  "current_usage": 0.0870838490924282,
  …
}

Sensor Data



Built for modern workloads

COMING SOON
Efficient Storage and Querying

Optimized Columnar Format

Natively store and query time-stamped 
data at scale

Drastically reduces storage costs and 
speeds up analytical queries.

Perfect for IoT, financial data, 
performance monitoring, and more.

db.createCollection("weather", {
    timeseries: {
        timeField: "timestamp",
        metaField: "sensorId",
        granularity: “minutes”
   }
)

 
Time-series 
Collections



● Block-based query execution model that 
leverages time series architecture and 
columnar format

● Optimized for analytical operations such 
as complex $group queries

● 20x faster large-scale aggregations

New in 8.0

Block Processing 
with Time Series



Insert Sensor Data



Time Series Data in MongoDB



Electricity Consumption Over Time



My project went viral on Hackernews!

● Huge traffic surge

● Thousands of signups

● Infrastructure Strain: Servers and database 

now handle a much bigger load



More users, more problems

● Even a small mistake could impact 
thousands.

● We have a critical performance 
problem, but we don’t know where it 
is

● Continuous Deployment Under 
Pressure: Rolling out new features or 
fixes quickly becomes risky 



Gain Enhanced visibility

COMING SOON
Diagnose Performance Spikes

Pinpoint Problematic Queries

Instantly see why query latency 
increased after a release.

Isolate the exact operations causing 
database degradation.

Understand query performance trends 
over time.

Query Insights

Monitoring tool for 
slow-running 
database 
operations.



Under Pressure: Overloaded Cluster



CPU pegged at 100%



Find the culprit with Query Shape Insights



View Top Queries



Find the culprit with Query Shape Insights



Minimal changes

COMI
NG 
SOON

Fix before it gets worse

Protect System Resources

    Operation 
Rejection Filters Prevent resource-consuming queries 

from causing further issues

Prevent resource-intensive operations 
from degrading database performance.

Requires no changes to your application 
code

Take action 
against 
suboptimal 
operations



Identify queryShapeHash



Identify queryShapeHash



Reject Query Filter



CPU utilization levels out



CPU utilization levels out



Putting it all together

Take a breath. 
Investigate the Root Cause.

Operation Rejection Filter 

Query Insights 

Leverage real-time metrics 

} Visibility & 
control 
without 
application 
changes



From Side Project to Viable Business

● Opportunity - it’s no longer just a 
hobby. Our app with huge user data 
now has real revenue & monetization 
potential

● New Challenge - How do we protect 
user data and maintain trust? 
Security is essential for growth



Build trust and maintain 
compliance

COMI
NG 
SOON

Protect Sensitive PII

Maintain Full Functionality

Queryable 
Encryption Encrypt user data like names, emails, 

and locations end-to-end.

Run expressive queries directly on 
encrypted data.

Simplify your data infrastructure, reduce 
operational overhead, and improve 
security.

Encrypt fields while 
still supporting 

expressive queries



Latest enhancements with QE on 
version 8

Prefix, suffix and substring 
support on 8.2

Range query support 
on 8.0



Global Surge!

● Unexpected surge: We woke up to 
find thousands of new users from 
Germany, Japan, and the UK!

● Increased Volume: Our cluster is 
slowing down due to increased data 
volume

● The Next Challenge: We need to 
handle this new wave of growth 
without sacrificing performance or 
reliability



•••Shard 1 Shard 2 Shard 3 Shard N

Horizontal scaling 



Step 1: Add Shard



Freedom, Flexibility and Global Scale

Deploy individual clusters 
across different clouds

Avoid vendor 
lock-in.

Deploy a single cluster 
across multiple clouds

True hybrid 
experience

One database and API 
regardless of where you 
run. 

Consistent developer 
experience



Performance



Major improvements 
on industry 
benchmarks

○ YCSB
○ LinkBench
○ TSBS

8.0 set a new 
standard



8.0 vs 7.0 
Performance



New in MongoDB 
8.2



Key MongoDB Innovations 

Time Series Collections with Block Processing

Query Insights & Query Settings

Queryable Encryption

Sharding Enhancements

Multi-cloud and multi-region support

Performance



Put together your 
upgrade plan in 

advance


