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Two years of Atlas Vector Search



Vectors are produced by sending data b
through an encoding model

o]

Data —> Encoder —_— Vector

. i [0.743, 0.720, -0.325,
SIEJLIEK IR e 0.195, 0.835, -0.945, 2%



Vectors in Document

_id: ObjectId('62f13a3f7aecb216"')
symbol: "ABMD"

quarter: 4

year: 2021

date: 2021-04-29T720:10:40.000+00:00

content: "Operator: Ladies and
gentlemen, thank you for standing by,
and welcome..."

content_embeddings: Array
0.03898080065846443
-0.05879044905304909
0.04323238879442215
-0.021337900310754776
-0.036346953362226486
0.028689613565802574
-0.03514527902007103
-0.07414846867322922
-0.00993054173886776
0.007234036456793547
-0.03197460621595383

~N

Embeddings are
stored as an
array of floats

More dimensions
= more floating
points




The next two years 0




Vision Statement

To meet the needs of next generation workloads, we must provide a
vector search capability that is seamless to the rest of MongoDB.
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Next Generation Workloads



Learning from our Customers 0
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https://www.mongodb.com/library/customer-case-studies

What are our customers doing?



Semantic Search

N\
“Does my credit card
Data Source policy cover rental car
/ insurance?”
\ A4
Embedding Embedding
Model ) Model

Data is pro¢essed and

chunked when stored Every query or request

is vectorized

DATABASE WITH NATIVE VECTOR SEARCH

Vector embeddings are generated and stored in database, and vectorized queries
are compared to data indexed as vector embeddings in the database.

“V.I. Credit Card
insurance policy:
Car Rentals”




Retrieval Augmented Generation (RAG)

“Is Apple a good
Data Source stock to add to my
portfolio?”

“Based on the relative
performance of Apple
over the past year, Apple

Y

. may be a good stock for
Emlaegldlmg Embedding you to consider
ode Model purchasing. ”
Data is progessed and Every query| or request ‘
chunked when stored is vectprized

Model (LLM)

A

[ Large Language ]

Relevant / Pron IpT
DATABASE WITH NATIVE VECTOR SEARCH > q
documents > (Question &
)

Relevant Documents

Vector embeddings are generated and stored in database, and vectorized queries
are compared to dafa indexed as vector embeddings in the database.



Image Similarity Search




KYC + Fraud Detection




Accessing Databases via LLM

Host with MCP Client

W Windsurf

& Visual Studio Code

Claude Desktop

b1

List MongoDB Atlas

Atlas

tool

operations
Create DB User in

MongoDB Atlas ; ; ;

Database
operations

tool

MongoDB
MCP
Server

Source: MongoDB



https://www.mongodb.com/blog/post/announcing-mongodb-mcp-server#:~:text=The%20MongoDB%20MCP%20Server%20enables%20AI%20agents%20to%20interact%20directly,around%20cluster%20and%20user%20management.

Change is Good
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MongoDB is Built for Change




Vector Search Capability

&5



Vector Search Index Structure 0

Approximate Nearest Neighbor (ANN)
via HNSW for Fast Retrieval

o

'
Ry

o o
et

HNSW = Hierarchical Navigable Small Worlds



Key Scalability Features

1. Dedicated Search Nodes for high availability
2. Dedicated BSON type

3. Indexing quantized vectors



Dedicated Search Nodes 0

ATLAS CLUSTER

Scalability ’ Scalability

Database Search

Scalability

Database




Upgrading the search node cluster had a marked impact on
the query time; Vector search latency is 150-300 ms after
the node upgrade - a 99% reduction in query time and a
90x performance improvement.

@3
. &

Phillip Kinney | Product Engineer | Fizz



Indexing Float Vectors

Embedding Model

Vector Dimension

RAM Required

OpenAl
text-embedding-ada-002

1536

6kb

Google
text-embedding-gecko

768

3kb
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Index Size (GB)

ndexing Float Vectors

Cluster Tier

Base Tier Search Tier NEW

800

Hourly price is for 1 Search Node and may change depending on the number of Search Nodes configured.

Low-CPU High-CPU

Storage vCPU Price
600 50 GB 1vCPU from $0.11 /hr
100 GB 2vCPUs .21 /hr
200 GB 4vCPUs from $0.43 /hr
400 380 GB 8VCPUs from $0.89 /hr

760 GB 16 vCPUs from $1.68 /hr
1600 GB 32vCPUs from $3.12 /hr
2400 GB 48 vCPUs from $4.40 /hr

200

(] sho 512GB 3200 GB 64 vCPUs from $5.87 /hr

Search Optimized Disk 860000 Read IOPS
360000 Write IOPS

Additional Info 25 Gigabit network performance

130m ada-002
Vectors

$12.46/hour : des vari ransfer, back. Save Draft Review Changes @



Quantization solves for this! 0

{
"fields": [{

"type": "vector",
"path": "plot_embedding",
"numDimensions": 1536,
"similarity": "cosine",
"quantization": "none" "scalar" | "binary"

3]

:



Scalar Quantization

[ 0.743, 0.720, -0.325, 0.195, 0.835, -0.945, ... ]
[ 0.322, -0.065, 0.671, 0.234, 0.055, -0.321, ... ]

[ -0.189, 0.243, 0.098, -0.354, 0.119, 0.078, ... ]

insert 0

AN

binData([ 0.743, 0.720, -0.325, ... ])

Index

[ 23, 6, 150, 8, 71, ...
[ 91, 2, 48,201, 1, ...

[ 223, 8, 12, 84, 7, ...

1
1




Binary Quantization

- Index
[ 0.743, 0.720, -0.325, 0.195, 0.835, -0.945, . ]
[ 0.322, -0.065, 0.671, 0.234, 0.055, -0.321, ... ] [1,1,0,1,1,0,..
[ -0.189, 0.243, 0.098, -0.354, 0.119, 0.078, .. ] [1,0,1,1,0,1, ..
[0,0,0,0,0,1,..
insert ® °
@ - -
- o o ,/
)]
N e
: \ Z
binData([ 0.743, 0.720, -0.525, ... | S
[ -0




Binary vs Scalar Quantization Performance

15.3M Vector Dataset (2048D) « Recall & Latency Analysis

Limit 10  [7] Limit 100  Quantization Type: A Binary | m Scalar

Limit 10 - Recall Limit 100 - Recall

Recall (%)

O
N

ol
‘ 500 1,000

numCandidates (log scale) numCandidates (log scale)

Limit 10 - Latency Limit 100 - Latency

200 q

150

Latency (ms)
Latency (ms)

100
BOfm——————
L
S N s 0
200 500 1,000
numCandidates (log scale) numCandidates (log scale)



https://www.mongodb.com/docs/atlas/atlas-vector-search/benchmark/

Index Size (GB)

Indexing Quantized Vectors

800

600

400

200

130m ada-002
Vectors

Index Size (GB)

~810 GB
800
600
AQG e Emeememeee
200
32 GB
. N

130m ada-002
Vectors



Index Size (GB)

n

800
(10/0)
400

200

exing Quantized Vectors

130m ada-002
Vectors
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M30 (8 GB RAM, 345 GB Storage)

Cluster Tier Search S60 (64 GB RAM, 1

OPS, Encryp

Base Tier Search Tier NEW

Hourly price is for 1 Search Node and may change depending on the number of Search Nodes configured.

Low-CPU

Storage vePU

100 GB 2vCPUs
200 GB 4vCPUs
380 GB 8 VCPUs
760 GB 16 vCPUs
o S60 64 GB 1600 GB 32 vCPUs

Search Optimized Disk 430000 Read IOPS
180000 Write IOPS

Additional Info 12 Gigabit network performance

Learn more ®

2400 GB 48 vCPUs

3200 GB 64 vCPUs

$4.27/hour

Save Draft

Price

12 /hr

$0.24 /hr

from $0.48 /hr
from $0.99 /hr

from $1.77 /hr

from $2.50 /hr

from $3.26 /hr

Review Changes




Storage Optimized Search Nodes

Cluster Tier

M30 (8 GB RAM, 345 GB Storage)

Search S60 (64 GB RAM, 1600 GB Storage)
3,000 IOPS, Encrypted, Auto-expand Storage

Base Tier Search Tier NEW

Hourly price is for 1 Search Node and may change depending on the number of Search Nodes configured.

Low-CPU High-CPU

S20

S30

$40

S50

RAM Storage vCPU

4GB 100 GB 2vCPUs

8GB 200GB 4vCPUs

16 GB 380 GB 8 vCPUs

32GB 760 GB 16 vCPUs

Price
from $0.12 /hr
from $0.24 /hr
from $0.48 /hr

from $0.99 /hr

Cluster Tier

Base Tier Search Tier NEW

M30 (8 GB RAM, 345 GB Storage)

Search S60 (64 GB RAM, 1500 GB Storage)

3,000 IOPS, Encrypted, Auto-expand Storage

Hourly price is for 1 Search Node and may change depending on the number of Search Nodes configured.

‘ Low-CPU ‘ ‘ High-CPU

Tier
$40

S50

Storage-Optimized

RAM

16 GB

32GB

Storage

375GB

750 GB

vCPU Price
2vCPUs from $0.25 /hr

4vCPUs from $0.52 /hr

] S60

Search Optimized Disk

Additional Info

64 GB 1600 GB 32 vCPUs

430000 Read IOPS
180000 Write IOPS

12 Gigabit network performance

Learn more®

from $1.77 /hr

] S60

Search Optimized Disk

Additional Info

64 GB

125000 Read IOPS
100000 Write IOPS

Up to 12 Gigabit network performance

Learn more &

1500 GB

8 VvCPUs from $0.94 /hr

$4.27/hour ranytime. &

96 GB 2400 GB 48 vCPUs

128 GB 3200 GB 64 vCPUs

illed hourly and can te
es variable data transfer, backup

| | Save Draft

from $2.50 /hr

from $3.26 /hr

Review Changes

AAdAi¥ianal Qattinmc

$2.62/hour TN

taxes.

128 GB

256 GB

Il be billed hourly and can termir
variable data transfer, backup,

3000 GB

6000 GB

e your

16 vCPUs from $1.89 /hr

32vCPUs from $3.76 /hr

MonaoDB 4.0. Backuo

cel | Save Draft ‘ Review C



Max Scale before Sharding™

No Quantization + low-cpu

Binary Quantization +

high-cpu

Binary Quantization +

storage-optimized

130M

220M

410M

* Sized using 1536d vectors



The Iron Triangle of Search b
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Cost Quality



Vector search accuracy is often limited by the
embedding model you choose.



oMongoDB® + VOYAGE Al



Voyage Al's models

Embedding Models Rerankers

Standard

General-Purpose Domain-Specific

Code

Text

Multimodal

Legal

Finance




Voyage Al Embeddings Outperform

Retrieval Quality (NDCG@10)

85

80

75

70

65

60

55

(int8, 1024) (int8, 2048)
(int8,512) ..m---- =
(binary, 2048)A m

voyage-3-large (float, 2048)
(float, 1024)
(float, 512)

A

_ +7 ®(intg, 256)  ® (float, 256)

(binary, 1024)4(/ ® yoyage-3 (float, 1024)
/

/7
A voyage-3-lite (float, 512)
4
(binary, 512)
X OpenAl-v3-large (float, 3072)
(float, 1024) °

(binary, 256)

Cohere-v3-English
°

1/100x 1/10x 1x

Relative Storage Costs

0



The Iron Triangle of Search b

Speed

Cost Quality



Integrating $vectorSearch into MongoDB ¢

Multi-Cloud Scale, Resilience, Performance, & Security



Holiday Apartment Marketplace




Sample Document

"name": "Private Room In Bushwick",
"description": "Here exists a very cozy room for rent in a
shared 4-bedroom apartment."
"description_embedding": [0.43, -0.21, 0.11, 0.06, ...],
_overview : 1s a northern Brooklyn
neighborhood in New York City that has transformed...",
"number_of_reviews": 1,
"address": {
"street": "Brooklyn, NY, United States",
"suburb": "Brooklyn",
"government_area": "Bushwick",
"market": "New York",
"country": "United States",
"country_code": "US",

"Location"s {
"type": "Point",
"coordinates": [-73.93615, 40.697791],
"is_location_exact": true,

" _'Ldll: @
"review_score": 100,




Hybrid Search via $rankFusion

Vector Search

Works well with open-ended or
imprecise questions

Highly efficient for high-dimensional
data (docs, images, audios, videos)

Hybrid Search

Improved accuracy

Efficiently handles
complex data

More robust search
experience

Text Search

Fast and efficient for finding
exact matches

Requires less computational
resources and costs




Full-text / lexical relevance via $search ¢

Out of sample terms

- Keywords,

jargon,
proper
nouns

~
]

voyage-3-large my dataset
training dataset




Geospatial relevance via $geoNear




Proxies of relevance via $sort/$match 0




Current State of Hybridizing with
$vectorSearch

$unionWith + $group

0
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Current State of Hybridizing with

$vectorS

earch

$project
score = 1/(1 + rank)

Add Rank
$group + $unwind

$vectorSearch
(w/ limit)

$project
score = sum(score_left,
score_right)

$group
_id="$_id"
save scores to fields

Add Rank
$group + Sunwid

Slimit
Use the same collection

$search
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Current State of Hybridizing with
$vectorSearch

$project
score = sum(score_left,
score_right)

$group
_id="$_id"
save scores to fields

$project
score = 1/(1 + rank)

Add Rank Add Rank
$group + $unwind $group + Sunwid

$limit

$vectorSearch
(w/limit) a8arch
L )

Use the same collection




Reciprocal
Rank Fusion

Query
Pipeline

Stage 1| $vectorSearch

Stage 2 [$group

Stage 3 [$unwind

v ©

Stage 4 | $addFields

v ©

Stage 5 [$project

Stage 6 $unionWith

-
~) @©
)

Stage 7 ($group

Stage 8 [$project

v @©

Stage 9 $addFields

Stage 10 [$sort

Stage 11 $limit

Perform vector search

Group vector results

Unwind to get ordinal rank

Calculate reciprocal rank

Select outpuft fields

Combine with text search pipeline
(includes group/unwind)

Group by unique result document ID

Select output fields

Calculate score fusion

Sort by new score

Take top N






Introducing $rankFusion on 8.0




Hybrid Search via $rankFusion




Hybrid Search via $rankFusion

{ sSrankFusion: {
input: {
pipelines: {
<myPipelinel>: <expression>,

<myPipeline2>: <expression>,

s
combination: {
weights: {
<myPipelinel>: <numeric expression>,

<myPipeline2>: <numeric expression>,

I

scoreDetails: <bool>







Introducing $scoreFusion on 8.2




Hybrid Search via $scoreFusion

{ S$scoreFusion: {

input: {
pipelines: {
<input-pipeline-name>: <expression>,

<input-pipeline-name>: <expression>,

}s
normalization: "none|sigmoid|minMaxScaler"
3
combination: {
weights: {
<input-pipeline-name>: <numeric expression>,

<input-pipeline-name>: <numeric expression>,

¥

method: "avg|expression",

expression: <expression>



Introducing of Indexing on Views

;s




Introducing of Indexing on Views

$match ‘ ‘,
$addFields {= =} $vectorSearch
$set | | d




Introducing of Indexing on Views

$match ‘ ‘,
$addFields {l l} SeEalan
$set ©0 d |




Indexing on Views (GA)

db.512_embeddings.createSearchIndex(
"my_vector_index",

db.createView( "vectorSearch”,
"512_embeddings”, «
"wikipedia-22-12-en 2", f',,elds ',,[,,{ .,
type": "vector”,
[ "path": "embedding”,
{ _ "numDimensions"; 1024,
$05dl<;Fle|dkS): Ejd. sl "similarity”: "dotProduct”
"512_embedding": { $slice: 3
["$embedding”, 512] } {
type": "vector”,
} I yp ", 11 I
path”: _embedding”,
} n h" "512 b dd' n
"numDimensions"; 512,
) ] "similarity”: "cosine”
; }
]
}




Semantic search via Auto-embedding b

[ Data Source ] C User Query )

- o o = o o = = oy,

R e e

DATABASE WITH NATIVE VECTOR SEARCH
AND EMBEDDING MODEL INFERENCE

Vector embeddings are generated and stored as part of Vector search index



Auto embedding index definition 0

‘Bring your own vector’ index definition

Auto embedding index definition

type: “vectorSearch?”,
definition: {
"fields": [{
"type": "vector",
"numDimensions": 1536,
"similarity": "cosine",
"path": "content_embeddings"

3]

{

type: “vectorSearch”,
definition: {
"fields": [{

"type": "text",
"model": "voyage-3-large",
"path": '"content",
3]

¥

¥

// ** the naming/syntax of the fields can change in
Public preview and beyond




Auto embedding query

‘Bring your own vector’ query syntax

Auto embedding query syntax

"S$vectorSearch": {
"index": "indexName",
"queryVector": [

0.03898080065846443,

-0.05879044905304909, ... ],
"path": "content_embeddings",
"Limit": 5

"numCandidates'": 50

"$vectorSearch": {

I

"index": "dindexName",
"query": "<user—query>",
"path": "content",
"Limit": 5

"numCandidates": 50,




Greater Seamlessness in MongoDB 8.x ¢



Greater Seamlessness in the Future 0
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Al o RERANKER
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oC—
EMBEDDING o=
MODEL
DATABASE WITH DX$§;§§E CONTEXTUALLY RICH,
UNSTRUCTURED GROUNDED RESPONSE

DATA

{&

QUERY

|
L

Ly s =

UNSTRUCTURED  EMBEDDING VECTOR

DATA MODEL SEARCH RERLRE

CONTEXTUALLY RICH,
GROUNDED RESPONSE



Greater Seamlessness in the Future




O

To meet the needs of next generation workloads, we must provide a
vector search capability that is seamless to the rest of MongoDB.

@ ©

0



Thank you



